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Bandit Problems
RLSS, Lille, July 2019



Why Bandits?
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an agent facing arms in a Multi-Armed Bandit

NO!
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.Make money in a casino?



Clinical trials
I K treatment for a given symptom (with unknown effect)

I What treatment should be allocated to the next patient based on
responses observed on previous patients?

Online advertisement
I K adds that can be displayed

I Which add should be displayed for a user, based on the previous
clicks of previous (similar) users?
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.Sequential resource allocation



Opportunistic spectrum access
I K radio channels (frequency bands)

I In which channel should a radio device send a packet based on the
quality of its previous communications?

Communications in presence of a central controller
I K assignments from users to antennas

I How to select the next matching based on the throughput observed in
previous communications?
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.Dynamic channel selection



Numerical experiments:

I where to evaluate a costly function in order to find its maximum?

Artificial intelligence for games:

I where to choose the next evaluation to perform in order to find the
best move to play next?
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.Dynamic allocation of computational resource



I rewards maximization in a stochastic bandit model
= the simplest RL problem (one state)

I bandits showcase the important exploration/exploitation dilemma
I bandit tools are useful for RL

(UCRL, bandit-based MCTS for planning in games...)
I a rich literature to tackle many specific applications
I bandits have application beyond RL (i.e. without “reward”)
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.Why bandits now?



PART I: Solving the stochastic MAB

PART II: Structured Bandits

PART III: Bandit for Optimization
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.Outline of the RLSS Bandit Class
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Bandit Problems
Part I - Stochastic Bandits (1/2)
RLSS, Lille, July 2019



K arms ↔ K rewards streams (Xa,t)t∈N

At round t, an agent:
I chooses an arm At
I receives a reward Rt = XAt ,t

Sequential sampling strategy (bandit algorithm):

At+1 = Ft(A1,R1, . . . ,At ,Rt).

Goal: Maximize
∑T

t=1 Rt .
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.The Multi-Armed Bandit Setup



K arms ↔ K probability distributions : νa has mean µa

ν1 ν2 ν3 ν4 ν5

At round t, an agent:
I chooses an arm At
I receives a reward Rt = XAt ,t ∼ νAt

Sequential sampling strategy (bandit algorithm):

At+1 = Ft(A1,R1, . . . ,At ,Rt).

Goal: Maximize E
[∑T

t=1 Rt
]
.
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.The Stochastic Multi-Armed Bandit Setup



Historical motivation [Thompson 1933]

B(µ1) B(µ2) B(µ3) B(µ4) B(µ5)

For the t-th patient in a clinical study,
I chooses a treatment At
I observes a response Rt ∈ {0, 1} : P(Rt = 1|At = a) = µa

Goal: maximize the expected number of patients healed
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.Clinical trials



Modern motivation ($$) [Li et al, 2010]
(recommender systems, online advertisement)

ν1 ν2 ν3 ν4 ν5

For the t-th visitor of a website,
I recommend a movie At
I observe a rating Rt ∼ νAt (e.g. Rt ∈ {1, . . . , 5})

Goal: maximize the sum of ratings
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.Online content optimization



Opportunistic spectrum access [Anandkumar et al. 11]

streams indicating channel quality

Channel 1 X1,1 X1,2 . . . X1,t . . . X1,T ∼ ν1
Channel 2 X2,1 X2,2 . . . X2,t . . . X2,T ∼ ν2

. . . . . . . . . . . . . . . . . . . . .

Channel K XK ,1 XK ,2 . . . XK ,t . . . XK ,T ∼ νK

At round t, the device:
I selects a channel At
I observes the quality of its communication Rt = XAt ,t ∈ [0, 1]

Goal: Maximize the overall quality of communications
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.Cognitive radios



Performance measure
and first strategies
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Bandit instance: ν = (ν1, ν2, . . . , νK ), mean of arm a: µa = EX∼νa [X ].

µ? = max
a∈{1,...,K}

µa a? = argmax
a∈{1,...,K}

µa.

Maximizing rewards ↔ selecting a? as much as possible
↔ minimizing the regret [Robbins, 52]

Rν(A,T ) := Tµ?︸︷︷︸
sum of rewards of
an oracle strategy

always selecting a?

− E
[ T∑

t=1
Rt

]
︸ ︷︷ ︸

sum of rewards of
the strategyA

What regret rate can we achieve?
Ü consistency: Rν(A,T )

T → 0
Ü can we be more precise?
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.Regret of a bandit algorithm



Na(t) : number of selections of arm a in the first t rounds
∆a := µ? − µa : sub-optimality gap of arm a

Regret decomposition

Rν(A,T ) =
K∑

a=1
∆aE [Na(T )] .

Proof.
Rν(A,T ) = µ?T − E

[ T∑
t=1

XAt ,t

]
= µ?T − E

[ T∑
t=1

µAt

]

= E
[ T∑

t=1
(µ? − µAt )

]

=
K∑

a=1
µ? − µa︸ ︷︷ ︸

∆a

E
[ T∑

t=1
1(At = a)︸ ︷︷ ︸
Na(T )

]
.
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.Regret decomposition



Na(t) : number of selections of arm a in the first t rounds
∆a := µ? − µa : sub-optimality gap of arm a

Regret decomposition

Rν(A,T ) =
K∑

a=1
∆aE [Na(T )] .

A strategy with small regret should:
I select not too often arms for which ∆a > 0
I ... which requires to try all arms to estimate the values of the ∆a’s

⇒ Exploration / Exploitation trade-off
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.Regret decomposition



I Idea 1 :

Draw each arm T/K times

⇒ EXPLORATION
Rν(A,T ) =

 1
K

∑
a:µa>µ?

∆a

T

I Idea 2 : Always trust the empirical best arm

At+1 = argmax
a∈{1,...,K}

µ̂a(t)

where
µ̂a(t) = 1

Na(t)

t∑
s=1

Xa,s1(As =a)

is an estimate of the unknown mean µa.

⇒ EXPLOITATION Rν(A,T ) ≥ (1− µ1)× µ2 × (µ1 − µ2)T
(Bernoulli arms)
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.Two naive strategies
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.Two naive strategies



Given m ∈ {1, . . . ,T/K},
I draw each arm m times
I compute the empirical best arm â = argmaxa µ̂a(Km)
I keep playing this arm until round T

At+1 = â for t ≥ Km

⇒ EXPLORATION followed by EXPLOITATION

Analysis for two arms. µ1 > µ2, ∆ := µ1 − µ2.

Rν(ETC,T ) = ∆E[N2(T )]
= ∆E [m + (T − Km)1 (â = 2)]
≤ ∆m + (∆T )× P (µ̂2,m ≥ µ̂1,m)

µ̂a,m: empirical mean of the first m observations from arm a
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.A better idea: Explore-Then-Commit
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Given m ∈ {1, . . . ,T/K},
I draw each arm m times
I compute the empirical best arm â = argmaxa µ̂a(Km)
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⇒ EXPLORATION followed by EXPLOITATION

Analysis for two arms. µ1 > µ2, ∆ := µ1 − µ2.

Rν(ETC,T ) = ∆E[N2(T )]
= ∆E [m + (T − Km)1 (â = 2)]
≤ ∆m + (∆T )× P (µ̂2,m ≥ µ̂1,m)

µ̂a,m: empirical mean of the first m observations from arm a
→ requires a concentration inequality
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.A better idea: Explore-Then-Commit



Given m ∈ {1, . . . ,T/K},
I draw each arm m times
I compute the empirical best arm â = argmaxa µ̂a(Km)
I keep playing this arm until round T

At+1 = â for t ≥ Km

⇒ EXPLORATION followed by EXPLOITATION

Analysis for two arms. µ1 > µ2, ∆ := µ1 − µ2.
Assumption 1: ν1, ν2 are bounded in [0, 1].

Rν(T ) = ∆E[N2(T )]
= ∆E [m + (T − Km)1 (â = 2)]
≤ ∆m + (∆T )× exp(−m∆2/2)

µ̂a,m: empirical mean of the first m observations from arm a
→ Hoeffding’s inequality
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.A better idea: Explore-Then-Commit



Given m ∈ {1, . . . ,T/K},
I draw each arm m times
I compute the empirical best arm â = argmaxa µ̂a(Km)
I keep playing this arm until round T

At+1 = â for t ≥ Km

⇒ EXPLORATION followed by EXPLOITATION

Analysis for two arms. µ1 > µ2, ∆ := µ1 − µ2.
Assumption 2: ν1 = N (µ1, σ

2), ν2 = N (µ2, σ
2) are Gaussian arms.

Rν(ETC,T ) = ∆E[N2(T )]
= ∆E [m + (T − Km)1 (â = 2)]
≤ ∆m + (∆T )× exp(−m∆2/4σ2)

µ̂a,m: empirical mean of the first m observations from arm a
→ Gaussian tail inequality
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Given m ∈ {1, . . . ,T/K},
I draw each arm m times
I compute the empirical best arm â = argmaxa µ̂a(Km)
I keep playing this arm until round T

At+1 = â for t ≥ Km

⇒ EXPLORATION followed by EXPLOITATION

Analysis for two arms. µ1 > µ2, ∆ := µ1 − µ2.
Assumption: ν1 = N (µ1, σ

2), ν2 = N (µ2, σ
2) are Gaussian arms.

For m = 4σ2

∆2 ln
(

T ∆2

4σ2

)
,

Rν(ETC,T ) ≤ 4σ2

∆

[
ln
(

T ∆2

2

)
+ 1

]
.

+ logarithmic regret!
− requires the knowledge of T and ∆
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.A better idea: Explore-Then-Commit



I explore uniformly until the random time

τ = inf

t ∈ N : |µ̂1(t)− µ̂2(t)| >

√
8σ2 ln(T/t)

t
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I âτ = argmax a µ̂a(τ) and (At+1 = âτ ) for t ∈ {τ + 1, . . . ,T}

Rν(S-ETC,T ) ≤ 4σ2

∆ ln
(
T ∆2

)
+ C

√
ln(T ).

Ü same regret rate, without knowing ∆ [Garivier et al. 2016]
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.Sequential Explore-Then-Commit (2 Gaussian arms)



ν1 = N (1, 1) ν2 = N (1.5, 1)
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Expected regret estimated over N = 500 runs for Sequential-ETC versus
our two naive baselines.

(dashed lines: empirical 0.05% and 0.95% quantiles of the regret)
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.Numerical illustration



For two-armed Gaussian bandits,

Rν(ETC,T ) . 4σ2

∆ ln
(
T ∆2

)
.

Ü problem-dependent logarithmic regret bound

Observation: blows up when ∆ tends to zero...

Rν(ETC,T ) . min
[

4σ2

∆ ln
(
T ∆2

)
,∆T

]

≤
√

T min
u>0

[
4σ2

u ln(u2); u
]

≤ C
√

T .

Ü problem-independent square-root regret bound
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.Is this a good regret rate?



Best possible regret?
Lower Bounds
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Context: a parametric bandit model where each arm is parameterized by
its mean ν = (νµ1 , . . . , νµK ), µa ∈ I.

ν ↔ µ = (µ1, . . . , µK )

Key tool: Kullback-Leibler divergence.

Kullback-Leibler divergence

kl(µ, µ′) := KL
(
νµ, νµ′

)
= EX∼νµ

[
ln dνµ

dνµ′
(X )

]

Theorem [Lai and Robbins, 1985]
For uniformly efficient algorithms (Rµ(A,T ) = o(Tα) for all α ∈ (0, 1)
and µ ∈ IK ),

µa < µ? ⇒ lim inf
T→∞

Eµ[Na(T )]
ln T ≥ 1

kl(µa, µ?)
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.The Lai and Robbins lower bound
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Context: a parametric bandit model where each arm is parameterized by
its mean ν = (νµ1 , . . . , νµK ), µa ∈ I.

ν ↔ µ = (µ1, . . . , µK )

Key tool: Kullback-Leibler divergence.

Kullback-Leibler divergence

kl(µ, µ′) := µ ln
(
µ

µ′

)
+ (1− µ) ln

( 1− µ
1− µ′

)
(Bernoulli bandits)

Theorem [Lai and Robbins, 1985]
For uniformly efficient algorithms (Rµ(A,T ) = o(Tα) for all α ∈ (0, 1)
and µ ∈ IK ),

µa < µ? ⇒ lim inf
T→∞

Eµ[Na(T )]
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.The Lai and Robbins lower bound



I for two-armed Gaussian bandits, ETC satisfies

Rν(ETC,T ) . 4σ2

∆ ln
(
T ∆2

)
,

with ∆ = |µ1 − µ2|.

I the Lai and Robbins’ lower bound yields, for large values of T ,

Rν(A,T ) & 2σ2

∆ ln
(
T ∆2

)
,

as kl(µ1, µ2) = (µ1−µ2)2

2σ2 .

Ü Explore-Then-Commit is not asymptotically optimal .
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.Some room for better algorithms?



Lower bounds rely on changes of distributions.

Fix E ∈ Ft = σ(A1,R1, . . . ,At ,Rt).

Pλ(E) =
∫
1E(r1, . . . , rt) dPR1,...,Rt

λ (r1, . . . , rt)

=
∫
1E(r1, . . . , rt)dPR1,...,Rt

λ (r1, . . . , rt)
dPR1,...,Rt

µ (r1, . . . , rt)
dPR1,...,Rt

µ (r1, . . . , rt)

= Eµ

[
1E exp

(
− Lt(µ,λ)

)]
,

where Lt(µ,λ) denotes the log-likelihood ratio of the observations:

Lt(µ,λ) := ln `(R1, . . . ,Rt ; µ)
`(R1, . . . ,Rt ; λ) .

I Idea: relate the probability of the same event (E) under two different
bandit models (λ and µ).
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.Behind the lower bound: a change of distribution



I a sophisticated form of change of distribution

Lemma [K., Cappé, Garivier 16]
Let µ and λ be two bandit models. For all event E ∈ FT ,

K∑
a=1

Eµ[Na(T )]× kl(µa, λa) ≥ klBer(Pµ(E),Pλ(E)).

Proof. 1. Under a parametric bandit model, one can prove that

Eµ[LT (µ,λ)] =
K∑

a=1
Eµ[Na(T )]× kl(µa, λa).

2. An information-theoretic argument:

Eµ[LT (µ,λ)] = KL
(
PR1,...,RT

µ ,PR1,...,RT
λ

)
≥ klBer(Pµ(E),Pλ(E)) for any E ∈ FT

[Garivier et al. 16]
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Lemma [K., Cappé, Garivier 16]
Let µ and λ be two bandit models. For all event E ∈ FT ,

K∑
a=1

Eµ[Na(T )]× kl(µa, λa) ≥ klBer(Pµ(E),Pλ(E)).

Proof. 1. Under a parametric bandit model, one can prove that

Eµ[LT (µ,λ)] =
K∑

a=1
Eµ[Na(T )]× kl(µa, λa).

2. An information-theoretic argument:

Eµ[LT (µ,λ)] = KL
(
PR1,...,RT

µ ,PR1,...,RT
λ

)
≥ klBer(Pµ(E),Pλ(E)) for any E ∈ FT

[Garivier et al. 16]
Emilie Kaufmann (CNRS) - Stochastic Bandits July, 2019 - 29

.Behind the lower bound: a change of distribution



I How to use it?

Lemma [K., Cappé, Garivier 16]
Let µ and λ be two bandit models. For all event E ∈ FT ,

K∑
a=1

Eµ[Na(T )]× kl(µa, λa) ≥ klBer(Pµ(E),Pλ(E)).

µa µ1 µ1+ εµ2
µK

arm 1 is optimal under µ
arm a is optimal under λ = (µ1, . . . , µa−1, µ1 + ε, µa+1, . . . , µK )

Ü
∑K

a=1 Eµ[Na(T )]× kl(µa, λa) = Eµ[Na(T )]kl(µa, µ1 + ε)
Ü Picking ET = (N1(T ) > T/2),

klBer(Pµ(ET ),Pλ(ET )) ∼ ln(T )
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I How to use it?

Lemma [K., Cappé, Garivier 16]
Let µ and λ be two bandit models. For all event E ∈ FT ,

K∑
a=1

Eµ[Na(T )]× kl(µa, λa) ≥ klBer(Pµ(E),Pλ(E)).

µa µ1 µ1+ εµ2
µK

arm 1 is optimal under µ
arm a is optimal under λ = (µ1, . . . , µa−1, µ1 + ε, µa+1, . . . , µK )

Eµ[Na(T )] & ln(T )
kl(µa, µ? + ε)

for large values of T
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.Behind the lower bound: a change of distribution



Context: a simple parametric bandit model ν = (νµ1 , . . . , νµK ), µa ∈ I.

Lai and Robbins’ lower bound [1985]
For uniformly efficient algorithm,

µa < µ? ⇒ lim inf
T→∞

Eµ[Na(T )]
ln T ≥ 1

kl(µa, µ?)

Ü can be extended to cover more general classes of bandit instances

Burnetas and Katehakis’ lower bound [1996]
For any bandit such that νa ∈ Da. For any uniformly efficient strategy
knowing D1, . . . ,DK ,

∀a : µa < µ? lim inf
T→∞

E[Na(T )]
ln T ≥ 1

Ka(νa, µ?) ,

where Ka(νa, µ?) = inf{KL(νa, ν) : ν ∈ Da,EX∼ν [X ] > µ?}.
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.The Lai and Robbins lower bound



Theorem [Cesa-Bianchi and Lugosi, 06][Bubeck and Cesa-Bianchi, 12]
Fix T ∈ N. For every bandit algorithm A, there exists a stochastic bandit
model ν with rewards supported in [0, 1] such that

Rν(A,T ) ≥ 1
20
√

KT

I worse-case model:{
νa = B(1/2) for all a 6= i
νi = B(1/2 + ε)

with ε '
√

K/T .
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Mixing Exploration and
Exploitation
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The ε-greedy rule [Sutton and Barton, 98] is the simplest way to alternate
exploration and exploitation.

ε-greedy strategy
At round t,
I with probability ε

At ∼ U({1, . . . ,K})
I with probability 1− ε

At = argmax
a=1,...,K

µ̂a(t).

Ü Linear regret: Rν (ε-greedy,T ) ≥ εK−1
K ∆minT .

∆min = min
a:µa<µ?

∆a.
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A simple fix:

εt-greedy strategy
At round t,
I with probability εt := min

(
1, K

d2t

)
At ∼ U({1, . . . ,K})

I with probability 1− εt
At = argmax

a=1,...,K
µ̂a(t − 1).

Theorem [Auer et al. 02]

If 0 < d ≤ ∆min, Rν (εt-greedy,T ) = O
(

K ln(T )
d2

)
.

Ü requires the knowledge of a lower bound on ∆min.
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The Optimism Principle
Upper Confidence Bounds Algorithms
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Step 1: construct a set of statistically plausible models
I For each arm a, build a confidence interval on the mean µk :

Ia(t) = [LCBa(t),UCBa(t)]

LCB = Lower Confidence Bound
UCB = Upper Confidence Bound

Figure: Confidence intervals on the means after t rounds
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Step 2: act as if the best possible model were the true model
(optimism in face of uncertainty)

Figure: Confidence intervals on the means after t rounds

Optimistic bandit model = argmax
µ∈C(t)

max
a=1,...,K

µa

I That is, select

At+1 = argmax
a=1,...,K

UCBa(t).
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Optimistic Algorithms

Building Confidence Intervals

Analysis of UCB(α)

Other UCB algorithms
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We need UCBa(t) such that

P (µa ≤ UCBa(t)) & 1− t−1.

Ü tool: concentration inequalities

Example: rewards are σ2 sub-Gaussian

E[Z ] = µ and E
[
eλ(Z−µ)

]
≤ e

λ2σ2
2 . (1)

Hoeffding inequality
Zi i.i.d. satisfying (1). For all s ≥ 1

P
(Z1 + · · ·+ Zs

s ≥ µ+ x
)
≤ e−

sx2
2σ2

I νa bounded in [0, 1]: 1/4 sub-Gaussian
I νa = N (µa, σ

2): σ2 sub-Gaussian
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We need UCBa(t) such that

P (µa ≤ UCBa(t)) & 1− t−1.

Ü tool: concentration inequalities

Example: rewards are σ2 sub-Gaussian

E[Z ] = µ and E
[
eλ(Z−µ)

]
≤ e

λ2σ2
2 . (1)

Hoeffding inequality
Zi i.i.d. satisfying (1). For all s ≥ 1

P
(Z1 + · · ·+ Zs

s ≤ µ− x
)
≤ e−

sx2
2σ2

I νa bounded in [0, 1]: 1/4 sub-Gaussian
I νa = N (µa, σ

2): σ2 sub-Gaussian
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We need UCBa(t) such that

P (µa ≤ UCBa(t)) & 1− t−1.

Ü tool: concentration inequalities

Example: rewards are σ2 sub-Gaussian

E[Z ] = µ and E
[
eλ(Z−µ)

]
≤ e

λ2σ2
2 . (1)

Hoeffding inequality
Zi i.i.d. satisfying (1). For all s ≥ 1

P
(Z1 + · · ·+ Zs

s ≤ µ− x
)
≤ e−

sx2
2σ2

BCannot be used directly in a bandit model as the number of
observations from each arm is random!
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I Na(t) =
∑t

s=1 1(As =a) number of selections of a after t rounds
I µ̂a,s = 1

s
∑s

k=1 Ya,k average of the first s observations from arm a
I µ̂a(t) = µ̂a,Na(t) empirical estimate of µa after t rounds

Hoeffding inequality + union bound

P
(
µa ≤ µ̂a(t) + σ

√
β ln(t)
Na(t)

)
≥ 1− 1

t
β
2−1

Proof.

P
(
µa > µ̂a(t) + σ

√
β ln(t)
Na(t)

)
≤ P

∃s ≤ t : µa > µ̂a,s + σ

√
β ln(t)

s


≤

t∑
s=1

P

µ̂a,s < µa − σ

√
β ln(t)

s

 ≤ t∑
s=1

1
tβ/2 = 1

tβ/2−1 .
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UCB(α) selects At+1 = argmaxa UCBa(t) where

UCBa(t) = µ̂a(t)︸ ︷︷ ︸
exploitation term

+
√
α ln(t)
Na(t)︸ ︷︷ ︸

exploration bonus

.

I this form of UCB was first proposed for Gaussian rewards
[Katehakis and Robbins, 95]

I popularized by [Auer et al. 02] for bounded rewards: UCB1, for α = 2
I the analysis was UCB(α) was further refined to hold for α > 1/2 in

that case [Bubeck, 11, Cappé et al. 13]
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0

1

6 31 436 17 9
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.A UCB algorithm in action



Optimistic Algorithms

Building Confidence Intervals

Analysis of UCB(α)

Other UCB algorithms
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Theorem [Auer et al, 02]
UCB(α) with parameter α = 2 satisfies

Rν(UCB1,T ) ≤ 8

 ∑
a:µa<µ?

1
∆a

 ln(T ) +
(

1 + π2

3

)( K∑
a=1

∆a

)
.

Ü what we will prove today

Theorem
For every α > 1 and every sub-optimal arm a, there exists a constant
Cα > 0 such that Eµ[Na(T )] ≤ 4α

(µ? − µa)2 ln(T ) + Cα.

It follows that
Rν(UCB(α),T ) ≤ 4α

 ∑
a:µa<µ?

1
∆a

 ln(T ) + KCα.
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Assume µ? = µ1 and µa < µ1.

Na(T ) =
T−1∑
t=0

1(At+1=a)

=
T−1∑
t=0

1(At+1=a)∩(UCB1(t)≤µ1) +
T−1∑
t=0

1(At+1=a)∩(UCB1(t)>µ1)

≤
T−1∑
t=0

1(UCB1(t)≤µ1) +
T−1∑
t=0

1(At+1=a)∩(UCBa(t)>µ1)

Eν [Na(T )] ≤
T−1∑
t=0

P(UCB1(t) ≤ µ1)︸ ︷︷ ︸
A

+
T−1∑
t=0

P(At+1 = a,UCBa(t) > µ1)︸ ︷︷ ︸
B
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Assume µ? = µ1 and µa < µ1.

Na(T ) =
T−1∑
t=0

1(At+1=a)

=
T−1∑
t=0

1(At+1=a)∩(UCB1(t)≤µ1) +
T−1∑
t=0

1(At+1=a)∩(UCB1(t)>µ1)

≤
T−1∑
t=0

1(UCB1(t)≤µ1) +
T−1∑
t=0

1(At+1=a)∩(UCBa(t)>µ1)

Eν [Na(T )] ≤
T−1∑
t=0

P(UCB1(t) ≤ µ1)︸ ︷︷ ︸
A

+
T−1∑
t=0

P(At+1 = a,UCBa(t) > µ1)︸ ︷︷ ︸
B
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E[Na(T )] ≤
T−1∑
t=0

P(UCB1(t) ≤ µ1)︸ ︷︷ ︸
A

+
T−1∑
t=0

P(At+1 = a,UCBa(t) > µ1)︸ ︷︷ ︸
B

I Term A: if α > 1,

T−1∑
t=0

P(UCB1(t) ≤ µ1) ≤ 1 +
T−1∑
t=1

P
(
µ̂1(t) +

√
α ln(t)
N1(t) ≤ µ1

)

≤ 1 +
T−1∑
t=1

1
t2α−1

≤ 1 + ζ(2α− 1) := Cα/2.
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I Term B:

(B) =
T−1∑
t=0

P (At+1 = a,UCBa(t) > µ1)

≤
T−1∑
t=0

P (At+1 = a,UCBa(t) > µ1,LCBa(t) ≤ µa) + Cα/2

with
LCBa(t) = µ̂a(t)−

√
α ln t
Na(t) .

µ1, µa ∈ [LCBa(t); UCBa(t)]

⇒ (µ1 − µa) ≤ 2
√
α ln(T )
Na(t)

⇒ Na(t) ≤ 4α
(µ1 − µa)2 ln(T )
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I Term B: (continued)

(B) ≤
T−1∑
t=0

P(At+1 = a,UCBa(t) > µ1, LCBa(t) ≤ µa) + Cα/2

≤
T−1∑
t=0

P
(

At+1 = a,Na(t) ≤ 4α
(µ1 − µa)2 ln(T )

)
+ Cα/2

≤ 4α
(µ1 − µa)2 ln(T ) + Cα/2

I Conclusion:

E[Na(T )] ≤ 4α
(µ1 − µa)2 ln(T ) + Cα.
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Context: σ2 sub-Gaussian rewards

UCBa(t) = µ̂a(t) +
√

2σ2(ln(t) + c ln ln(t))
Na(t)

Theorem [Cappé et al.’13]
For c ≥ 3, the UCB algorithm associated to the above index satisfy

E[Na(T )] ≤ 2σ2

(µ? − µa)2 ln(T ) + Cµ

√
ln(T ).

I Gaussian rewards:

Rν(UCB,T ) .

 ∑
a:µa<µ?

2σ2

∆a

 ln(T ).

Ü matching the Lai and Robbins lower bound! asymptotically optimal
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Context: σ2 sub-Gaussian rewards

UCBa(t) = µ̂a(t) +
√

2σ2(ln(t) + c ln ln(t))
Na(t)

Theorem [Cappé et al.’13]
For c ≥ 3, the UCB algorithm associated to the above index satisfy

E[Na(T )] ≤ 2σ2

(µ? − µa)2 ln(T ) + Cµ

√
ln(T ).

I Gaussian rewards:

Rν(UCB,T ) .

 ∑
a:µa<µ?

2σ2

∆a

 ln(T ).

Ü matching the Lai and Robbins lower bound! asymptotically optimal
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Context: σ2 sub-Gaussian rewards

UCBa(t) = µ̂a(t) +
√

2σ2(ln(t) + c ln ln(t))
Na(t)

Theorem [Cappé et al.’13]
For c ≥ 3, the UCB algorithm associated to the above index satisfy

E[Na(T )] ≤ 2σ2

(µ? − µa)2 ln(T ) + Cµ

√
ln(T ).

I Bernoulli rewards:

Rν(UCB,T ) .

 ∑
a:µa<µ?

1
2∆a

 ln(T )

Ü optimal ?
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Context: σ2 sub-Gaussian rewards

UCBa(t) = µ̂a(t) +
√

2σ2(ln(t) + c ln ln(t))
Na(t)

Theorem [Cappé et al.’13]
For c ≥ 3, the UCB algorithm associated to the above index satisfy

E[Na(T )] ≤ 2σ2

(µ? − µa)2 ln(T ) + Cµ

√
ln(T ).

I Bernoulli rewards:

Rν(UCB,T ) 6=

 ∑
a:µa<µ?

∆a
kl(µa, µ?)

 ln(T )

Ü not matching the Lai and Robbins lower bound
Pinsker’s inequality: 2∆2

a ≤ kl(µa, µ?).
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I UCB worst-case regret: O(
√

KT ln(T ))

Rν(UCB,T ) =
K∑

a=1
∆a

√
E[Na(T )]

√
E[Na(T )]

=
K∑

a=1
O(
√

ln(T ))
√
E[Na(T )]

≤ K
√

1
K
∑

a
E[Na(T )]O(

√
ln(T ))

= O(
√

KT ln(T ))

Ü not exactly matching the
√

KT lower bound...
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Optimistic Algorithms

Building Confidence Intervals

Analysis of UCB(α)

Other UCB algorithms
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UCB with empirical Variance estimates [Audibert et al. 09] selects

At+1 = argmax
a=1,...,K

µ̂a(t) +
√

2σ̂a(t) ln t3

Na(t) + 7 ln t3

3Na(t)

where σ̂a(t) = 1
Na(t)

∑Na(t)
s=1 (Ya,s − µ̂a(t))2.

Empirical Bernstein Inequality
Let Xi ∈ [0, 1] be n independent r.v. with mean µi = EXi and variance σ2

P
(1

n

n∑
i=1

(
Xi − µi

)
≥

√
2σ̂2

n ln(2/δ)
n + 7 ln(2/δ)

3n
)
≤ δ

where σ̂2
n is the empirical variance estimate.
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UCB with empirical Variance estimates [Audibert et al. 09] selects

At+1 = argmax
a=1,...,K

µ̂a(t) +
√

2σ̂a(t) ln t3

Na(t) + 7 ln t3

3Na(t)

where σ̂a(t) = 1
Na(t)

∑Na(t)
s=1 (Ya,s − µ̂a(t))2.

Theorem [Audibert et al. 09]
For a bandit instance with bounded rewards, UCB-V satisfies

Rν (UCB-V,T ) ≤ C

 ∑
a:µa<µ?

σ2
a

∆a

 ln(T )

for some constant C .
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νa = N (µa, σ
2
a) with unknown mean AND variance .

ISM-Normal [Cowan et al. 17]

At+1 = argmax
a=1,...,K

µ̂a(t) + σ̂a(t)
√

t
2

Na(t)−2 − 1.

I an asymptotically optimal algorithm

Rν(ISM,T ) ≤ (1 + ε)
∑

a:µa<µ?

2
ln
(

1 + ∆2
a

σ2
a

)
︸ ︷︷ ︸

optimal constant
(Burnetas and Katehakis lower bound)

ln(T ) + Oε(ln ln(T )).

Ü asymptotic optimality beyond Gaussian rewards?
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Asymptotically optimal
algorithms
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Context: ν1, . . . , νK belong to a one-dimensional exponential family:

Pη,Θ,b = {νθ, θ ∈ Θ : νθ has density fθ(x) = exp(θx − b(θ)) w .r .t. η}

I νθ can be parameterized by its mean µ = ḃ(θ) : νµ := νḃ−1(µ)
I ν ↔ µ = (µ1, . . . , µK )

Example: Bernoulli, Gaussian with known variance, Poisson, Exponential

Lai and Robbins lower bound:

lim inf
T→∞

Rν(A,T )
ln(T ) ≥

∑
a:µa<µ?

∆a
kl(µa, µ?) .

Idea: algorithms exploiting the KL-divergence associated to that
exponential family

kl(µ, µ′) = KL
(
νµ, νµ

′)
.
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Fix an exponential family and its divergence function kl(µ, µ′).

UCBa(t) = max
{

q : kl (µ̂a(t), q) ≤ ln(t) + c ln ln(t)
Na(t)

}
,

for some parameter c ≥ 0.

q

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

µ
a
(t)

[ ]
u

a
(t)

log(t)/N
a
(t)

d(µ
a
(t),q)

[Lai, 1987] : first occurence of a kl-UCB index (asymptotic analysis)
[Garivier and Cappé, 2011] [Cappé, Garivier, Maillard, Munos, Stoltz, 2013] :
non-asymptotic analysis of kl-UCB for exponential families
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Fix an exponential family and its divergence function kl(µ, µ′).

UCBa(t) = max
{

q : kl (µ̂a(t), q) ≤ ln(t) + c ln ln(t)
Na(t)

}
,

for some parameter c ≥ 0.

Gaussian bandit:
kl(µ, µ′) = (µ− µ′)2

2σ2

We recover

UCBa(t) = µ̂a(t) +
√

2σ2 (ln(t) + c ln ln(t))
Na(t)

Ü upper-confidence bound on µa
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Fix an exponential family and its divergence function kl(µ, µ′).

UCBa(t) = max
{

q : kl (µ̂a(t), q) ≤ ln(t) + c ln ln(t)
Na(t)

}
,

for some parameter c ≥ 0.

General case: follows from

Chernoff inequality for exponential families
Zi i.i.d. and Z1 ∼ νµ. For all s ≥ 1

∀u > µ, P
(Z1 + · · ·+ Zs

s ≥ u
)
≤ e−s×kl(u,µ)

BCannot be used directly in a bandit model as the number of
observations from each arm is random!
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Fix an exponential family and its divergence function kl(µ, µ′).

UCBa(t) = max
{

q : kl (µ̂a(t), q) ≤ ln(t) + c ln ln(t)
Na(t)

}
,

for some parameter c ≥ 0.

General case: follows from

Chernoff inequality for exponential families
Zi i.i.d. and Z1 ∼ νµ. For all s ≥ 1

∀u < µ, P
(Z1 + · · ·+ Zs

s ≤ u
)
≤ e−s×kl(u,µ)

BCannot be used directly in a bandit model as the number of
observations from each arm is random!
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kl-UCB selects At+1 = argmaxa UCBa(t) with

UCBa(t) = max
{

q : kl (µ̂a(t), q) ≤ ln(t) + c ln ln(t)
Na(t)

}
.

Theorem [Cappé et al, 13]
If c ≥ 3, for every arm such that µa < µ?,

Eµ[Na(T )] ≤ 1
kl(µa, µ?) ln(T ) + Cµ

√
ln(T ).

(explicit constant in the paper)

I asymptotically optimal for rewards in a 1-d exponential family:

Rµ(kl-UCB,T ) '

 ∑
a:µa<µ?

∆a
kl(µa, µ?)

 ln(T ).
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µ = [0.1 0.05 0.05 0.05 0.02 0.02 0.02 0.01 0.01 0.01]

(Credit: Cappé et al.)
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Theorem [Cappé et al, 13]
If c ≥ 3, for every arm such that µa < µ?,

Eµ[Na(T )] ≤ 1
kl(µa, µ?) ln(T ) + Cµ

√
ln(T ).

(explicit constant in the paper)

Ü follows from two improvements in the previous analysis

E[Na(T )] ≤
T−1∑
t=0

P(UCB1(t) ≤ µ1)︸ ︷︷ ︸
A: a better concentration result

+
T−1∑
t=0

P(At+1 = a,UCBa(t) > µ1)︸ ︷︷ ︸
B: a finer upper bound
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Theorem [Cappé et al, 13]
If c ≥ 3, for every arm such that µa < µ?,

Eµ[Na(T )] ≤ 1
kl(µa, µ?) ln(T ) + Cµ

√
ln(T ).

(explicit constant in the paper)

Ü follows from two improvements in the previous analysis

E[Na(T )] ≤
T−1∑
t=0

P(UCB1(t) ≤ µ1)︸ ︷︷ ︸
A: a better concentration result

+
T∑

s=1
P(s × kl(µ̂a,s , µ1) ≤ f (T ))︸ ︷︷ ︸

B: a finer upper bound

f (T ) = ln(T ) + c ln ln(T )
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Theorem [Cappé et al, 13]
If c ≥ 3, for every arm such that µa < µ?,

Eµ[Na(T )] ≤ 1
kl(µa, µ?) ln(T ) + Cµ

√
ln(T ).

(explicit constant in the paper)

Ü follows from two improvements in the previous analysis

E[Na(T )] ≤
T−1∑
t=0

P(UCB1(t) ≤ µ1)︸ ︷︷ ︸
A: a better concentration result

+ f (T )
kl(µa, µ1) + O(

√
f (T ))︸ ︷︷ ︸

B: a finer upper bound

f (T ) = ln(T ) + c ln ln(T )
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P(UCB1(t) ≤ µ1) = P
(
N1(t)× kl+(µ̂1(t), µ1) > ln(t) + c ln ln(t)

)
≤ P

(
∃s ≤ t : s × kl+(µ̂1,s , µ1) > ln(t) + c ln ln(t)

)
First idea: union bound + Chernoff inequality

P(UCB1(t) ≤ µ1) =
t∑

s=1
P
(
s × kl+(µ̂1,s , µ1) > ln(t) + c ln ln(t)

)
≤

t∑
s=1

1
t lnc(t) = 1

ln(t)c

 
∞∑

t=1
P(UCB1(t) < µ1) =∞

Ü not good enough...
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P(UCB1(t) ≤ µ1) = P
(
N1(t)× kl+(µ̂1(t), µ1) > ln(t) + c ln ln(t)

)
≤ P

(
∃s ≤ t : s × kl+(µ̂1,s , µ1) > ln(t) + c ln ln(t)

)
Second idea: peeling trick

Introducing slices Ik = {tk , . . . , tk+1}, with tk = b(1 + η)k−1c.

P(UCB1(t) ≤ µ1)≤

ln(t)
ln(1+η)∑
k=1

P
(
∃s ∈ Ik , s × kl+(µ̂1,s , µ1)> ln(t) + c ln ln(t)

)

≤

ln(t)
ln(1+η)∑
k=1

P
(
∃s ∈ Ik , s × kl+(µ̂1,s , µ1)> ln(tk) + c ln ln(tk)

)︸ ︷︷ ︸
deviation of µ̂1,s from its mean

uniformly over s∈Ik

 maximal inequalities for martingales
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P(UCB1(t) ≤ µ1) = P
(
N1(t)× kl+(µ̂1(t), µ1) > ln(t) + c ln ln(t)

)
≤ P

(
∃s ≤ t : s × kl+(µ̂1,s , µ1) > ln(t) + c ln ln(t)

)
Second idea: peeling trick

Lemma [Garivier and Cappé, 2011]

P
(
∃s ≤ t : s × kl+ (µ̂1,s , µ1) > γ

)
≤ edγ ln(t)ee−γ .

P(UCB1(t) ≤ µ1) = O
(

ln2(t)
t lnc(t)

)

 
∞∑

t=1
P(UCB1(t) ≤ µ1) <∞ for c ≥ 3.
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I kl-UCB can be used for arbitrary rewards in [0, 1] with
Ü the Gaussian divergence kl(x , y) = 2(x − y)2 (UCB)
Ü the Bernoulli divergence kl(x , y) = KL(B(x),B(y))

with the same theoretical guarantees. [Cappé et al. 13]

I variants of kl-UCB for other types of parametric reward distributions
Ü distribution with a finite support [Maillard et al. 11][Cappé et al. 13]
Ü exponential family with d > 1 parameters [Maillard, 17]

I variants that do not exploit parametric assumptions that obtain
better guarantees for arbitrary rewards

Ü DMED, IMED [Honda and Takemura, 10][Honda and Takemura, 16]
Ü empirical KL-UCB for bounded rewards [Cappé et al. 13]
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Worse-case Optimality

Emilie Kaufmann (CNRS) - Stochastic Bandits July, 2019 - 64



Minimax Optimal Strategy in the Stochastic case.
[Audibert and Bubeck, 09]

At+1 = argmax
a=1,...,K

µ̂a(t) +

√√√√ ln+
(

T
KNa(t)

)
Na(t)

Theorem [Audibert and Bubeck, 09]
Let ν be a bandit instance with bounded rewards.

1 Letting ∆min = min
a:µa<µ?

(µ? − µa),

Rν(MOSS,T ) ≤ 23K
∆min

ln
(

max
[

110T ∆2
min

K , 104
])

.

2 It also holds that Rν(MOSS,T ) ≤ 25
√

KT .

Ü matching the worse-case lower bound!
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Minimax Optimal Strategy in the Stochastic case.
[Audibert and Bubeck, 09]

At+1 = argmax
a=1,...,K

µ̂a(t) +

√√√√ ln+
(

T
KNa(t)

)
Na(t)

Theorem [Audibert and Bubeck, 09]
Let ν be a bandit instance with bounded rewards.

1 Letting ∆min = min
a:µa<µ?

(µ? − µa),

Rν(MOSS,T ) ≤ 23K
∆min

ln
(

max
[

110T ∆2
min

K , 104
])

.

2 It also holds that Rν(MOSS,T ) ≤ 25
√

KT .

Ü far from optimal in a problem-dependent sense
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Idea: “switch” between KL-UCB and MOSS in order to be simultaneously
optimal in a problem-dependent and worse-case sense.

[Garivier et al., 2018]
KL-UCB switch is the index policy associated to

UCBa(t) =
{

UCBKL
a (t) if Na(t) ≤ (T/K )1/5,

UCBM
a (t) if Na(t) > (T/K )1/5,

where

UCBKL
a (t) = max

{
q : Na(t)× kl (µ̂a(t), q) ≤ ln+

( T
KNa(t)

)}
a,

UCBM
a (t) = µ̂a(t) +

√√√√ ln+
(

T
KNa(t)

)
2Na(t) .

akl(x , y) = klBer(x , y); can also rely on the non-parameteric KL-UCB index
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Idea: “switch” between KL-UCB and MOSS in order to be simultaneously
optimal in a problem-dependent and worse-case sense.

[Garivier et al., 2018]
KL-UCB switch is the index policy associated to

UCBa(t) =
{

UCBKL
a (t) if Na(t) ≤ (T/K )1/5,

UCBM
a (t) if Na(t) > (T/K )1/5.

Theorem [Garivier et al. 18]
Fix ν a bandit instance with bounded rewards.

1 For all sub-optimal arm a,

Eν [Na(T )] ≤ ln(T )
kl(µa, µ?) + O

(
ln2/3(T )

)

2 Moreover, Rν(KL-UCB-Switch,T ) ≤ 25
√

KT + (K − 1).
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I Several ways to solve the exploration/exploitation trade-off
I Explore-Then-Commit
I ε-greedy
I Upper Confidence Bound algorithms

I Good concentration inequalities are crucial to build good UCB
algorithms!

I Performance lower bounds motivate the design of (optimal)
algorithms
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